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Íàïîìèíàíèå. �åêóððåíòíàÿ ñåòü (RNN)

xt � âõîäíîé âåêòîð â ìîìåíò t = 1, . . . ,T
ht � âåêòîð ñêðûòîãî ñîñòîÿíèÿ â ìîìåíò t

yt � âûõîäíîé âåêòîð (â íåêîòîðûõ ïðèëîæåíèÿõ yt ≡ ht)

ht = σh(Uxt +Wht−1)
yt = σy (Vht)

Îáó÷åíèå ðåêóððåíòíîé ñåòè:

T∑

t=0
Lt(U,V ,W ) → min

U,V ,W

äëèíû âõîäíîãî è âûõîäíîãî ñèãíàëà îáÿçàíû ñîâïàäàòü

íåâîçìîæíî çàãëÿäûâàíèå âïåð¼ä

íå ïîäõîäèò äëÿ ìíîãèõ çàäà÷ (MT, QA è äð.)
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�åêóððåíòíàÿ ñåòü äëÿ ñèíòåçà ïîñëåäîâàòåëüíîñòåé (seq2seq)

X = (x1, . . . , xn) � âõîäíàÿ ïîñëåäîâàòåëüíîñòü

Y = (y1, . . . , ym) � âûõîäíàÿ ïîñëåäîâàòåëüíîñòü

c ≡ hn êîäèðóåò âñþ èí�îðìàöèþ ïðî X äëÿ ñèíòåçà Y

hi = f
in

(xi , hi−1)
h′t = f

out

(h′t−1, yt−1, c)
yt = fy(h

′
t , yt−1)

ENCODER

DECODER

hn ëó÷øå ïîìíèò êîíåö ïîñëåäîâàòåëüíîñòè, ÷åì íà÷àëî

÷åì áîëüøå n, òåì òðóäíåå óïàêîâàòü âñþ èí�îðìàöèþ â c

ïðèä¼òñÿ êîíòðîëèðîâàòü çàòóõàíèå/âçðûâû ãðàäèåíòà

RNN òðóäíî ðàñïàðàëëåëèâàåòñÿ
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�åêóððåíòíàÿ ñåòü ñ âíèìàíèåì (attention mehanism)

a(h, h′) � �óíêöèÿ ñõîäñòâà ñîñòîÿíèé âõîäà h è âûõîäà h′

αti � âàæíîñòü âõîäà i äëÿ âûõîäà t (attention sore),

∑

i αti = 1
ct � âåêòîð âõîäíîãî êîíòåêñòà äëÿ âûõîäà t (ontext vetor)

hi = f
in

(xi , hi−1)
αti = normi a(hi , h

′
t−1)

ct =
∑

i αtihi
h′t = f

out

(h′t−1, yt−1, ct)
yt = fy(h

′
t , yt−1, ct)

çäåñü è äàëåå normi (pi ) =
pi∑
k pk

ìîæíî îòêàçàòüñÿ îò ðåêóððåíòíîñòè êàê ïî hi , òàê è ïî h′t

ìîæíî ââîäèòü îáó÷àåìûå ïàðàìåòðû â a è c

Bahdanau et al. Neural mahine translation by jointly learning to align and translate. 2015.
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Ïðèìåíåíèÿ ìîäåëåé âíèìàíèÿ

Ïðåîáðàçîâàíèå îäíîé ïîñëåäîâàòåëüíîñòè â äðóãóþ, seq2seq:

Ìàøèííûé ïåðåâîä (mahine translation)

Îòâåòû íà âîïðîñû (question answering)

Ñóììàðèçàöèÿ òåêñòà (text summarization)

Îïèñàíèå èçîáðàæåíèé, àóäèî, âèäåî (multimedia desription)

�àñïîçíàâàíèå ðå÷è (speeh reognition)

Ñèíòåç ðå÷è (speeh synthesis)

Îáðàáîòêà ïîñëåäîâàòåëüíîñòè:

Êëàññè�èêàöèÿ òåêñòîâûõ äîêóìåíòîâ

Àíàëèç òîíàëüíîñòè äîêóìåíòà / ïðåäëîæåíèé / àñïåêòîâ
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Ïðèìåíåíèÿ ìîäåëåé âíèìàíèÿ â ìàøèííîì ïåðåâîäå

Èíòåðïðåòèðóåìîñòü ìîäåëåé âíèìàíèÿ:

Ïðè îáðàáîòêå êîíêðåòíîé ïîñëåäîâàòåëüíîñòè x

âèçóàëèçàöèÿ ìàòðèöû αti ïîêàçûâàåò, íà êàêèå ñëîâà xi
ìîäåëü îáðàùàåò âíèìàíèå, ãåíåðèðóÿ ñëîâî ïåðåâîäà yt

Bahdanau et al. Neural mahine translation by jointly learning to align and translate. 2015.
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Ìîäåëè âíèìàíèÿ íà èçîáðàæåíèÿõ äëÿ ãåíåðàöèè îïèñàíèé

Ïðè ãåíåðàöèè êàæäîãî ñëîâà â îïèñàíèè èçîáðàæåíèÿ

âèçóàëèçàöèÿ ïîêàçûâàåò, íà êàêèå îáëàñòè èçîáðàæåíèÿ

ìîäåëü îáðàùàåò âíèìàíèå, ãåíåðèðóÿ äàííîå ñëîâî

Kelvin Xu et al. Show, attend and tell: neural image aption generation with visual

attention. 2016
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�àçíîâèäíîñòè �óíêöèé ñõîäñòâà âåêòîðîâ

a(h, h′) = hTh′ � ñêàëÿðíîå ïðîèçâåäåíèå

a(h, h′) = exp(hTh′) � òîãäà norm ïðåâðàùàåòñÿ â SoftMax

a(h, h′) = hTW h′ � ñ ìàòðèöåé îáó÷àåìûõ ïàðàìåòðîâ W

a(h, h′) = wT th(Uh + Vh′) � àääèòèâíîå âíèìàíèå  w ,U,V

Ëèíåéíûå ïðåîáðàçîâàíèÿ âåêòîðîâ query, key, value:

a(hi , h
′
t−1) = (Wkhi)

T(Wqh
′
t−1)/

√
d

αti = SoftMaxi a(hi , h
′
t−1)

ct =
∑

i αtiWvhi

Wqd×dim(h′), Wkd×dim(h), Wv d×dim(h) � ìàòðèöû

âåñîâ ëèíåéíûõ íåéðîíîâ (îáó÷àåìûå ëèíåéíûå

ïðåîáðàçîâàíèÿ â ïðîñòðàíñòâî ðàçìåðíîñòè d)

Âîçìîæíî óïðîùåíèå ìîäåëè: Wk ≡ Wv

Dihao Hu. An introdutory survey on attention mehanisms in NLP problems. 2018.
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Ôîðìóëà âíèìàíèÿ

q � âåêòîð-çàïðîñ, äëÿ êîòîðîãî õîòèì âû÷èñëèòü êîíòåêñò

K = (k1, . . . , kn) � âåêòîðû-êëþ÷è, ñðàâíèâàåìûå ñ çàïðîñîì

V = (v1, . . . , vn) � âåêòîðû-çíà÷åíèÿ, îáðàçóþùèå êîíòåêñò

a(ki , q) � îöåíêà ðåëåâàíòíîñòè (ñõîäñòâà) êëþ÷à ki çàïðîñó q

c � èñêîìûé âåêòîð êîíòåêñòà, ðåëåâàíòíûé çàïðîñó

Ìîäåëü âíèìàíèÿ � ýòî 3õ-ñëîéíàÿ ñåòü, âû÷èñëÿþùàÿ

âûïóêëóþ êîìáèíàöèþ çíà÷åíèé vi , ðåëåâàíòíûõ çàïðîñó q:

c = Attn(q,K ,V ) =
∑

i

vi SoftMaxi a(ki , q)

ct = Attn(Wqh
′
t−1,WkH,WvH) � ïðèìåð ñ ïðåäûäóùåãî ñëàéäà,

ãäå H = (h1, . . . , hn) � âõîäíûå âåêòîðû, h′t−1 � âûõîäíîé

Âíóòðåííåå âíèìàíèå èëè ¾ñàìîâíèìàíèå¿ (self-attention):

ci = Attn(Wqhi ,WkH,WvH) � ÷àñòíûé ñëó÷àé, êîãäà hi ∈ H
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Ìíîãîìåðíîå âíèìàíèå (multi-head attention)

Èäåÿ: J ðàçíûõ ìîäåëåé âíèìàíèÿ ñîâìåñòíî îáó÷àþòñÿ

âûäåëÿòü ðàçëè÷íûå àñïåêòû âõîäíîé èí�îðìàöèè

(íàïðèìåð, ÷àñòè ðå÷è, ñèíòàêñèñ, �ðàçåîëîãèçìû):

c j = Attn(W j
qq,W

j
kH,W j

vH), j = 1, . . . , J

Âàðèàíòû àãðåãèðîâàíèÿ âûõîäíîãî âåêòîðà:

c = 1
J

∑J
j=1 c

j
� óñðåäíåíèå

c =
[
c1 · · · cJ

]
� êîíêàòåíàöèÿ

c =
[
c1 · · · cJ

]
W � ÷òîáû âåðíóòüñÿ ê íóæíîé ðàçìåðíîñòè

�åãóëÿðèçàöèÿ: ÷òîáû àñïåêòû âíèìàíèÿ áûëè ìàêñèìàëüíî

ðàçëè÷íû, ñòðîêè J×n ìàòðèö A, αji = SoftMaxi a(W
j
khi ,W

j
qq),

äåêîððåëèðóþòñÿ (αT
sαj → 0) è ðàçðåæèâàþòñÿ (αT

j αj → 1):

‖AAT − I‖2 → min
{W j

k
,W

j
q}

Zhouhan Lin, Y.Bengio et al. A strutured self-attentive sentene embedding. 2017.
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Èåðàðõè÷åñêîå âíèìàíèå (hierarhial attention)

Âëîæåííàÿ ñòðóêòóðà: ñëîâà ∈ ïðåäëîæåíèÿ ∈ äîêóìåíòû

xit � ñëîâà t = 1, . . . ,Ti â ïðåäëîæåíèÿõ i = 1, . . . , L

Ñåòü ïåðâîãî (íèæíåãî) óðîâíÿ, îáó÷åíèå ýìáåäèíãîâ si :

hit = BidirGRU(W0xit) � GRU äëÿ âåêòîðèçàöèè ñëîâ

uit = th(W1hit + b1) � îáó÷àåìîå ïðåîáðàçîâàíèå Key

si =
∑

t hit SoftMaxt(u
T
itq1) � ýìáåäèíã ïðåäëîæåíèÿ, Query q1

Ñåòü âòîðîãî (âåðõíåãî) óðîâíÿ, îáó÷åíèå ýìáåäèíãîâ v :

hi = BidirGRU(si ) � GRU äëÿ âåêòîðèçàöèè ïðåäëîæåíèé

ui = th(W2hi + b2) � îáó÷àåìîå ïðåîáðàçîâàíèå Key

v =
∑

i hi SoftMaxi(u
T
i q2) � ýìáåäèíã äîêóìåíòà, Query q2

Ìàêñèìèçàöèÿ ïðàâäîïîäîáèÿ äëÿ êëàññè�èêàöèè äîêóìåíòîâ:

∑

d

∑

y ln SoftMaxy (Wyv + by ) → max

Z.Yang, A.Smola et al. Hierarhial attention networks for doument lassi�ation. 2016.
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Ìîäåëü âíèìàíèÿ Graph Attention Network (GAT)

Çàäà÷à êëàññè�èêàöèè âåðøèí ãðà�à 〈V ,E 〉 íà êëàññû Y

Îáó÷àþùèå äàííûå: biy = [âåðøèíà i â êëàññå y ], i ∈V , y ∈Y

hi � âõîäíûå âåêòîðû ïðèçíàêîâ âåðøèí i ∈ V

ci � âûõîäíûå âåêòîðû îöåíîê âåðøèí, σ(ciy ) = P(y |i)
N (t) � ìíîæåñòâî ñîñåäåé âåðøèíû t ∈ V , å¼ êîíòåêñò

Ìíîãîìåðíîå ñàìîâíèìàíèå, j = 1, . . . , J, íà âåðøèíó t:

ct =
1
J

J∑

j=1

∑

i∈N (t)

W jhi SoftMaxi LeakyReLU(u
jW jhi + v jW jht)

︸ ︷︷ ︸

a(W jhi ,W jht)

Ìàêñèìèçàöèÿ ïðàâäîïîäîáèÿ (log-loss) ïî âñåì ïàðàìåòðàì

W = (W j , uj , v j) äëÿ multi-label êëàññè�èêàöèè âåðøèí ãðà�à:

∑

t∈V

∑

y∈Y
bty lnσ(cty (W )) + (1− bty ) ln σ(−cty (W )) → max

W

Petar Veli�kovi� et al. Graph Attention Networks. ICLR-2018.
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�àçíîâèäíîñòè ìîäåëåé âíèìàíèÿ

Òðàíñ�îðìåðû

�àçíîâèäíîñòè �óíêöèé ñõîäñòâà

Ìíîãîìåðíîå è èåðàðõè÷åñêîå âíèìàíèå

Ìîäåëü âíèìàíèÿ íà ãðà�àõ GAT

GAT ðåøàåò çàäà÷è êëàññè�èêàöèè âåðøèí ãðà�à

Äàòàñåòû Cora, Citeseer, Pubmed äëÿ êëàññè�èêàöèè íàó÷íûõ

ñòàòåé ïî ñëîâàì (ïðèçíàêè hi) è ãðà�ó öèòèðîâàíèÿ (ð¼áðà E ).

Ïðèìåð: âèçóàëèçàöèÿ âåêòîðîâ ci ñ ïîìîùüþ t-SNE,

öâåòà òî÷åê � 7 êëàññîâ, ëèíèè � êîý��èöèåíòû âíèìàíèÿ αti

Petar Veli�kovi� et al. Graph Attention Networks. ICLR-2018.
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Òðàñ�îðìåð äëÿ ìàøèííîãî ïåðåâîäà

Òðàñ�îðìåð BERT

Òðàñ�îðìåð äëÿ ìàøèííîãî ïåðåâîäà

Òðàñ�îðìåð (transformer) � ýòî íåéðîñåòåâàÿ àðõèòåêòóðà

íà îñíîâå ìîäåëåé âíèìàíèÿ è ïîëíîñâÿçíûõ ñëî¼â, áåç RNN

Ñõåìà ïðåîáðàçîâàíèé äàííûõ â ìàøèííîì ïåðåâîäå:

S = (w1, . . . ,wn) � ñëîâà ïðåäëîæåíèÿ íà âõîäíîì ÿçûêå

↓ îáó÷àåìàÿ èëè ïðåä-îáó÷åííàÿ âåêòîðèçàöèÿ ñëîâ

X = (x1, . . . , xn) � ýìáåäèíãè ñëîâ âõîäíîãî ïðåäëîæåíèÿ

↓ òðàíñ�îðìåð-êîäèðîâùèê

Z = (z1, . . . , zn) � êîíòåêñòíûå ýìáåäèíãè ñëîâ

↓ òðàíñ�îðìåð-äåêîäèðîâùèê, ïîõîæ íà êîäèðîâùèêà

Y = (y1, . . . , ym) � ýìáåäèíãè ñëîâ âûõîäíîãî ïðåäëîæåíèÿ

↓ ãåíåðàöèÿ ñëîâ èç ïîñòðîåííîé ÿçûêîâîé ìîäåëè

S̃ = (w̃1, . . . , w̃m) � ñëîâà ïðåäëîæåíèÿ íà âûõîäíîì ÿçûêå

Vaswani et al. (Google) Attention is all you need. 2017.
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Òðàíñ�îðìåðû

Àðõèòåêòóðà òðàíñ�îðìåðà

Òðàñ�îðìåð äëÿ ìàøèííîãî ïåðåâîäà

Òðàñ�îðìåð BERT

Àðõèòåêòóðà òðàíñ�îðìåðà-êîäèðîâùèêà

1. Äîáàâëÿþòñÿ ïîçèöèîííûå âåêòîðû pi :

hi = xi + pi , H = (h1, . . . , hn) d = dim xi , pi , hi = 512
dimH = 512×n

2. Ìíîãîìåðíîå ñàìîâíèìàíèå: j = 1, . . . , J = 8

h
j
i = Attn(W j

qhi ,W
j
kH,W j

vH) dim h
j
i
= 64

dimW j
q,W

j
k
,W j

v = 64×512

3. Êîíêàòåíàöèÿ:

h′i = MHj(h
j
i ) ≡

[
h1i · · · hJi

]
dim h′i = 512

4. Ñêâîçíàÿ ñâÿçü + íîðìèðîâêà óðîâíÿ:

h′′i = LN(h′i + hi ;µ1, σ1) dim h′′i , µ1, σ1 = 512

5. Ïîëíîñâÿçíàÿ 2õ-ñëîéíàÿ ñåòü FFN:

h′′′i = W2 ReLU(W1h
′′
i + b1) + b2 dimW1 = 2048×512

dimW2 = 512×2048

6. Ñêâîçíàÿ ñâÿçü + íîðìèðîâêà óðîâíÿ:

zi = LN(h′′′i + h′′i ;µ2, σ2) dim zi , µ2, σ2 = 512
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Òðàíñ�îðìåðû

Àðõèòåêòóðà òðàíñ�îðìåðà

Òðàñ�îðìåð äëÿ ìàøèííîãî ïåðåâîäà

Òðàñ�îðìåð BERT

Íåñêîëüêî äîïîëíåíèé è çàìå÷àíèé

âû÷èñëåíèÿ ïàðàëëåëüíû ïî ýëåìåíòàì ïîñëåäîâàòåëüíîñòè

(x1, . . . , xn) → (z1, . . . , zn), ÷òî áûëî áû íåâîçìîæíî â RNN

N = 6 áëîêîâ hi →�→ zi ñîåäèíÿþòñÿ ïîñëåäîâàòåëüíî

âîçìîæíî èñïîëüçîâàíèå ïðåä-îáó÷åííûõ ýìáåäèíãîâ xi
âîçìîæíî îáó÷åíèå ýìáåäèíãîâ xi ∈ R

d
ñëîâ wi ∈ V :

xi = uwi
èëè â ìàòðè÷íîé çàïèñè X

d×n
= U · B

d×|V |×n
, ãäå

V � ñëîâàðü ñëîâ âõîäíûõ ïîñëåäîâàòåëüíîñòåé,

U � ìàòðèöà îáó÷àåìûõ âåêòîðíûõ ïðåäñòàâëåíèé ñëîâ,

bvi = [wi =v ] � ìàòðèöà áèíàðíîãî (one-hot) êîäèðîâàíèÿ

íîðìèðîâêà óðîâíÿ (Layer Normalization), x , µ, σ ∈ R
d
:

LNs(x ;µ, σ) = σs
xs − x̄

σx
+ µs , s = 1, . . . , d ,

x̄ = 1
d

∑

s

xs è σ2
x = 1

d

∑

s

(xs − x̄)2 � ñðåäíåå è äèñïåðñèÿ x
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Òðàñ�îðìåð äëÿ ìàøèííîãî ïåðåâîäà

Òðàñ�îðìåð BERT

Ïîçèöèîííîå êîäèðîâàíèå (positional enoding)

Ïîçèöèè ñëîâ i êîäèðóþòñÿ âåêòîðàìè pi , i = 1, . . . , n, òàê, ÷òî
÷åì áîëüøå |i − j |, òåì áîëüøå ‖pi − pj‖, è n íå îãðàíè÷åíî:

pis = sin(i 10−8 s
d ), pi ,s+ d

2
= cos(i 10−8 s

d ), s = 1, . . . , d2

Áîëåå ñîâðåìåííûé ñïîñîá ó÷¼òà îòíîñèòåëüíûõ ïîçèöèé:

cj = Attn(qj ,K ,V ) =
∑

i

(vi + w v
i⊟j) SoftMaxi a(ki + wk

i⊟j , qj)

ãäå i ⊟ j = max(min(i − j , δ),−δ) � óñå÷¼ííàÿ ðàçíîñòü, δ = 5..16

Vaswani et al. (Google) Attention is all you need. 2017.

Shaw, Uszkoreit, Vaswani. Self-attention with relative position representations. 2018.
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Òðàñ�îðìåð äëÿ ìàøèííîãî ïåðåâîäà

Òðàñ�îðìåð BERT

Àðõèòåêòóðà òðàíñ�îðìåðà äåêîäèðîâùèêà

Àâòîðåãðåññèîííûé ñèíòåç ïîñëåäîâàòåëüíîñòè:

y0 = 〈BOS〉 � ýìáåäèíã ñèìâîëà íà÷àëà;

äëÿ âñåõ t = 1, 2, . . . :

1. Ìàñêèðîâàíèå ¾äàííûõ èç áóäóùåãî¿:

ht = yt−1 + pt ; Ht = (h1, . . . , ht)

2. Ìíîãîìåðíîå ñàìîâíèìàíèå:

h′t = LN ◦MHj ◦ Attn(W j
qht ,W

j
kHt ,W

j
vHt)

3. Ìíîãîìåðíîå âíèìàíèå íà êîäèðîâêó Z :

h′′t = LN ◦MHj ◦ Attn(W̃ j
qh

′

t , W̃
j
kZ , W̃

j
vZ )

4. Äâóõñëîéíàÿ ïîëíîñâÿçíàÿ ñåòü:

yt = LN ◦ FFN(h′′t )
5. Ëèíåéíûé ïðåäñêàçûâàþùèé ñëîé:

p(w̃ |t) = SoftMaxw̃ (Wyyt + by )

ãåíåðàöèÿ w̃t = argmax
w̃

p(w̃ |t) ïîêà w̃t 6= 〈EOS〉

Vaswani et al. (Google) Attention is all you need. 2017.
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Òðàñ�îðìåð BERT

Êðèòåðèè îáó÷åíèÿ è âàëèäàöèè äëÿ ìàøèííîãî ïåðåâîäà

Êðèòåðèé äëÿ îáó÷åíèÿ ïàðàìåòðîâ íåéðîííîé ñåòè W

ïî îáó÷àþùåé âûáîðêå ïðåäëîæåíèé S ñ ïåðåâîäîì S̃ :
∑

(S,S̃)

∑

w̃t∈S̃

ln p(w̃t |t,S ,W ) → max
W

Êðèòåðèè îöåíèâàíèÿ ìîäåëåé (íåäè��åðåíöèðóåìûå)

ïî âûáîðêå ïàð ïðåäëîæåíèé ¾ïåðåâîä S , ýòàëîí S0¿:

BiLingual Evaluation Understudy:

BLEU = min
(

1, Σlen(S)
Σlen(S0)

)

mean
(S0,S)

( 4∏

n=1

#n-ãðàìì èç S, âõîäÿùèõ â S0
#n-ãðàìì â S

) 1
4

Word Error Rate:

WER = mean
(S0,S)

(
#âñòàâîê + #óäàëåíèé + #çàìåí

len(S)

)

Vaswani et al. (Google) Attention is all you need. 2017.
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Òðàñ�îðìåð BERT

BERT (Bidiretional Enoder Representations from Transformers)

Òðàíñ�îðìåð BERT � ýòî êîäèðîâùèê áåç äåêîäèðîâùèêà,

ïðåäîáó÷àåìûé äëÿ ðåøåíèÿ øèðîêîãî êëàññà çàäà÷ NLP

Ñõåìà ïðåîáðàçîâàíèÿ äàííûõ â çàäà÷àõ NLP:

S = (w1, . . . ,wn) � òîêåíû ïðåäëîæåíèÿ âõîäíîãî òåêñòà

↓ îáó÷åíèå ýìáåäèíãîâ âìåñòå ñ òðàíñ�îðìåðîì

X = (x1, . . . , xn) � ýìáåäèíãè òîêåíîâ âõîäíîãî ïðåäëîæåíèÿ

↓ òðàíñ�îðìåð êîäèðîâùèêà

Z = (z1, . . . , zn) � òðàíñ�îðìèðîâàííûå ýìáåäèíãè

↓ äîîáó÷åíèå íà êîíêðåòíóþ çàäà÷ó

Y � âûõîäíîé òåêñò / ðàçìåòêà / êëàññè�èêàöèÿ è ò.ï.

Jaob Devlin, Ming-Wei Chang, Kenton Lee, Kristina Toutanova (Google AI Language)

BERT: pre-training of deep bidiretional transformers for language understanding. 2019.
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Êðèòåðèé MLM (masked language modeling) äëÿ îáó÷åíèÿ BERT

Êðèòåðèé ìàñêèðîâàííîãî ÿçûêîâîãî ìîäåëèðîâàíèÿ MLM,

ñòðîèòñÿ àâòîìàòè÷åñêè ïî òåêñòàì (self-supervised learning):

∑

S

∑

i∈M(S)

ln p(wi |i ,S ,W ) → max
W

,

ãäå M(S) � ïîäìíîæåñòâî ìàñêèðîâàííûõ òîêåíîâ èç S ,

p(w |i ,S ,W ) = SoftMax
w∈V

(Wzzi(S ,WT ) + bz)

� ÿçûêîâàÿ ìîäåëü, ïðåäñêàçûâàþùàÿ i -é òîêåí ïðåäëîæåíèÿ S ,

zi(S ,WT ) � êîíòåêñòíûé ýìáåäèíã i -ãî òîêåíà ïðåäëîæåíèÿ S

íà âûõîäå Òðàíñ�îðìåðà ñ ïàðàìåòðàìè WT ,

W � âñå ïàðàìåòðû Òðàíñ�îðìåðà è ÿçûêîâîé ìîäåëè

Jaob Devlin, Ming-Wei Chang, Kenton Lee, Kristina Toutanova (Google AI Language)

BERT: pre-training of deep bidiretional transformers for language understanding. 2019.
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Êðèòåðèé NSP (next sentene predition) äëÿ îáó÷åíèÿ BERT

Êðèòåðèé ïðåäñêàçàíèÿ ñâÿçè ìåæäó ïðåäëîæåíèÿìè NSP,

ñòðîèòñÿ àâòîìàòè÷åñêè ïî òåêñòàì (self-supervised learning):

∑

(S,S ′)

ln p
(
ySS ′ |S ,S ′,W

)
→ max

W
,

ãäå ySS ′ = [çà S ñëåäóåò S ′] � êëàññè�èêàöèÿ ïàðû ïðåäëîæåíèé,

p(y |S ,S ′,W ) = SoftMax
y∈{0,1}

(
Wy th(Wsz0(S ,S

′,WT ) + bs) + by
)

� âåðîÿòíîñòíàÿ ìîäåëü áèíàðíîé êëàññè�èêàöèè ïàð (S ,S ′),
z0(S ,S

′,WT ) � êîíòåêñòíûé ýìáåäèíã òîêåíà 〈CLS〉 äëÿ ïàðû

ïðåäëîæåíèé, çàïèñàííîé â âèäå 〈CLS〉 S 〈SEP〉 S ′ 〈SEP〉

Jaob Devlin, Ming-Wei Chang, Kenton Lee, Kristina Toutanova (Google AI Language)

BERT: pre-training of deep bidiretional transformers for language understanding. 2019.
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Åù¼ íåñêîëüêî çàìå÷àíèé ïðî òðàíñ�îðìåðû

Fine-tuning: äëÿ äîîáó÷åíèÿ íà çàäà÷å çàäà¼òñÿ ìîäåëü

f (Z (S ,WT ),Wf ), âûáîðêà {S} è êðèòåðèé L (S , f ) → max

Multi-task learning: äëÿ äîîáó÷åíèÿ íà íàáîðå çàäà÷ {t}
çàäàþòñÿ ìîäåëè ft(Z (S ,WT ),Wt), âûáîðêè {S}t è
ñóììà êðèòåðèåâ

∑

t λt

∑

S Lt(S , ft) → max

GLUE, SuperGLUE, Russian SuperGLUE � íàáîðû òåñòîâûõ

çàäà÷ íà ïîíèìàíèå åñòåñòâåííîãî ÿçûêà

Òðàíñ�îðìåðû îáû÷íî ñòðîÿòñÿ íå íà ñëîâàõ, à íà òîêåíàõ,

ïîëó÷àåìûõ BPE (Byte-Pair Enoding) èëè WordPiee

Ïåðâûé òðàíñ�îðìåð: N = 6, d = 512, J = 8, âåñîâ 65M

BERT

BASE

, GPT1: N = 12, d = 768, J = 12, âåñîâ 110M

BERT

LARGE

: N = 24, d = 1024, J = 16, âåñîâ 340M
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�åçþìå

Ìîäåëè âíèìàíèÿ ñíà÷àëà âñòðàèâàëèñü â RNN,

íî ïîçæå îêàçàëîñü, ÷òî îíè ñàìîäîñòàòî÷íû

Ìîäåëü âíèìàíèÿ ðàáîòàåò òî÷íåå è áûñòðåå RNN,

âû÷èñëåíèÿ è îáó÷åíèå ëó÷øå ðàñïàðàëëåëèâàþòñÿ;

ëåãêî ïðåäîáó÷àåòñÿ è èñïîëüçóåòñÿ äëÿ ìíîãèõ çàäà÷;

ëåãêî îáîáùàåòñÿ íà òåêñòû, ãðà�û, èçîáðàæåíèÿ

Äîêàçàíî, ÷òî ìîäåëü âíèìàíèÿ multi-head self-attention

(MHSA) ýêâèâàëåíòíà ñâ¼ðòî÷íîé ñåòè [Cordonnier, 2020℄

Ìîäåëü âíèìàíèÿ ëåæèò â îñíîâå Òðàíñ�îðìåðà,

ðàçëè÷íûå âàðèàíòû êîòîðîãî ÿâëÿþòñÿ íàèáîëåå

óäà÷íûìè ìîäåëÿìè äëÿ ïîíèìàíèÿ åñòåñòâåííîãî ÿçûêà:

BERT, GPT-2/3/4, XLNet, ELECTRA è äð.

Vaswani et al. Attention is all you need. 2017.

Dihao Hu. An Introdutory Survey on Attention Mehanisms in NLP Problems. 2018.

Xipeng Qiu et al. Pre-trained models for natural language proessing: A survey. 2020.

Cordonnier et al. În the relationship between self-attention and onvolutional layers. 2020
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